Net wor k Wor ki ng G oup Zaw Sing Su (SRI)
Request for Comments: 819 Jon Postel (1SI)
August 1982

The Domai n Nami ng Convention for Internet User Applications

1. | nt roducti on

For many years, the nam ng convention "<user>@host>" has served the
ARPANET user comunity for its mail system and the substring
"<host >" has been used for other applications such as file transfer
(FTP) and terminal access (Telnet). Wth the advent of network

i nterconnection, this nam ng convention needs to be generalized to
acconmmmodat e i nternetworking. A decision has recently been reached to
repl ace the sinple nanme field, "<host>", by a conposite nane field,
"<domain>" [2]. This note is an attenpt to clarify this generalized
nam ng convention, the Internet Nanmi ng Convention, and to explore the
implications of its adoption for Internet nane service and user
applications.

The following exanple illustrates the changes in naning convention

ARPANET Conventi on: Fred@ S| F
I nternet Convention: Fred@.!|Sl.ARPA

The intent is that the Internet names be used to forma
tree-structured adm nistrative dependent, rather than a strictly

t opol ogy dependent, hierarchy. The left-to-right string of nane
conponents proceeds fromthe nost specific to the nost general, that
is, the root of the tree, the adm nistrative universe, is on the
right.

The nane service for realizing the Internet nam ng convention is
assuned to be application independent. It is not a part of any
particul ar application, but rather an i ndependent nane service serves
di fferent user applications.

2. The Structural Mode

The I nternet nam ng convention is based on the dommin concept. The
nane of a domain consists of a concatenation of one or nore <sinple
nanes>. A domain can be considered as a region of jurisdiction for
nane assi gnment and of responsibility for nane-to-address
translation. The set of dommins forms a hierarchy.

Using a graph theory representation, this hierarchy nmay be nodel ed as
a directed graph. A directed graph consists of a set of nodes and a
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col l ection of arcs, where arcs are identified by ordered pairs of

di stinct nodes [1]. Each node of the graph represents a donmain. An
ordered pair (B, A, an arc fromB to A indicates that Bis a
subdomai n of domain A, and Bis a sinple nane unique within AL W
will refer to Bas a child of A, and A a parent of B. The directed
graph that best describes the naming hierarchy is called an
"in-tree", which is a rooted tree with all arcs directed towards the
root (Figure 1). The root of the tree represents the nanmi ng universe,
ancestor of all dommins. Endpoints (or |eaves) of the tree are the

| owest - | evel donmi ns.
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Figure 1

The I n-Tree Model for Domain Hierarchy

The sinple name of a child in this nmobdel is necessarily unique wthin
its parent domain. Since the sinple nane of the child s parent is
unique within the child s grandparent domain, the child can be

uni quely named in its grandparent domain by the concatenation of its
sinple nane followed by its parent’s sinple nane.

For exanple, if the sinple nanme of a child is "Cl" then no other
child of the sane parent nmay be named "Cl1". Further, if the
parent of this child is naned "P1", then "P1" is a unique sinple
nane in the child s grandparent domain. Thus, the concatenation
Cl.Pl1 is unique in Cl's grandparent donmain

Similarly, each elenent of the hierarchy is uniquely naned in the
uni verse by its conplete nanme, the concatenation of its sinple nane
and those for the domains along the trail |eading to the nam ng

uni ver se.

The hierarchical structure of the Internet nam ng convention supports

decentralization of nami ng authority and distribution of nane service
capability. W assune a naming authority and a name server
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associ ated with each domain. In Sections 5 and 6 respectively the
nane service and the nam ng authority are di scussed.

Wthin an endpoi nt domain, unique names are assigned to <user>
representing user nail boxes. User nmil boxes may be viewed as
children of their respective donmains.

In reality, anomalies may exist violating the in-tree nodel of nam ng
hi erarchy. Overl apping domains inply multiple parentage, i.e., an
entity of the naming hierarchy being a child of nore than one donmain
It is conceivable that ISl can be a nenber of the ARPA donmain as well
as a nmenber of the USC domain (Figure 2). Such a relation
constitutes an anomaly to the rule of one-connectivity between any
two points of a tree. The conmon child and the sub-tree below it
beconme descendants of both parent donmains.

U
/]

]

Figure 2
Anonaly in the In-Tree Mde

Sone issues resulting frommultiple parentage are addressed in
Appendi x B. The general inplications of multiple parentage are a
subj ect for further investigation.

3. Advantage of Absol ute Nam ng

Absolute nanming inplies that the (conplete) nanmes are assigned with
respect to a universal reference point. The advantage of absolute
namng is that a name thus assigned can be universally interpreted
with respect to the universal reference point. The Internet nam ng
convention provides absolute namng with the nam ng universe as its
uni versal reference point.

For relative naming, an entity is naned dependi ng upon the position
of the namng entity relative to that of the named entity. A set of
hosts running the "unix" operating system exchange mail using a

nmet hod cal | ed "uucp”. The nam ng convention enployed by uucp is an
exanpl e of relative naming. The nmail recipient is typically naned by
a source route identifying a chain of locally known hosts |inking the
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sender’s host to the recipient’s. A destination nane can be, for
exanpl e,

"al pha! bet al gamma! j ohn",

where "al pha" is presumably known to the originating host, "beta" is
known to "al pha", and so on

The uucp mail system has denonstrated many of the probl ens inherent
to relative nam ng. Wen the host nanes are only locally
interpretable, routing optimzation becones inpossible. Areply
nessage nmay have to traverse the reverse route to the origi nal sender
in order to be forwarded to other parties.

Furthernore, if a nessage is forwarded by one of the origina

reci pients or passed on as the text of another nessage, the frame of
reference of the relative source route can be conpletely lost. Such
rel ati ve nam ng schenes have severe problens for nmany of the uses
that we depend upon in the ARPA Internet comunity.

4. Interoperability

To allow interoperation with a different nanmi ng convention, the nanes
assigned by a foreign naming convention need to be accommopdat ed.

G ven the autonomous nature of domains, a foreign naming environment
may be incorporated as a domain anywhere in the hierarchy. Wthin
the nam ng universe, the name service for a domain is provided within
that domain. Thus, a foreign nanmi ng convention can be i ndependent of
the I nternet namng convention. What is inplied here is that no
standard convention for nam ng needs to be inposed to allow

i nt eroperati ons anong het erogeneous narmi ng envi ronnents.

For exanpl e:
There m ght be a nam ng convention, say, in the FOO worl d,
sonmet hing |ike "<user>%host >¥%<area>". Comuni cations with an
entity in that environment can be achieved fromthe Internet
conmunity by sinply appending ".FOO' on the end of the nanme in
that foreign convention

John9% Sl - Tops20- 7%Cal i f orni a. FOO

Anot her exanpl e:
One way of acconmodating the "uucp world" described in the |ast
section is to declare it as a foreign system Thus, a uucp
nanme

"al pha! bet a!l ganma! j ohn"
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m ght be known in the Internet community as
"al pha! bet a! gamma! j ohn. UUCP" .

Conmuni cating with a conpl ex subdomain i s another case which can
be treated as interoperation. A conplex subdomain is a domain
with conplex internal naming structure presunmably unknown to the
outside world (or the outside world does not care to be concerned
with its conplexity).

For the mail system application, the nanes enbedded in the nessage
text are often used by the destination for such purpose as to reply
to the original nessage. Thus, the enbedded nanes may need to be
converted for the benefit of the name server in the destination
envi ronnent .

Conversion of nanes on the boundary between heterogeneous nam ng
environnents is a conplex subject. The follow ng exanple illustrates
some of the involved issues.

For exanpl e:

A nmessage is sent fromthe Internet community to the FOO
environnent. It may bear the "Fronmt' and "To" fields as:

From Fred@.|Sl.ARPA
To: John% Sl - Tops20- 7%Cal i f or ni a. FOO

where "FOO' is a donain independent of the Internet nam ng
environnent. The interface on the boundary of the two
environnents may be represented by a software nodule. We may
assune this interface to be an entity of the Internet comunity
as well as an entity of the FOO community. For the benefit of
the FOO environnment, the "Froni and "To" fields need to be
nodi fi ed upon the nessage’s arrival at the boundary. One nay
vi ew naming as a separate |ayer of protocol, and treat
conversion as a protocol translation. The nmatter is
conpl i cated when the message is sent to nore than one
destination within different nam ng environnents; or the
nessage is destined within an environment not sharing boundary
with the originating nam ng environnent.

Wil e the general subject concerning conversion is beyond the scope
of this note, a few questions are raised in Appendi x D
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5.

Nane Service

Nane service is a network service providi ng name-to-address
translation. Such service may be achieved in a nunber of ways. For
a sinple networking environnment, it can be acconplished with a single
central database containi ng nanme-to-address correspondence for al

the pertinent network entities, such as hosts.

In the case of the old ARPANET host names, a central database is
duplicated in each individual host. The originating nodule of an
application process would query the | ocal nanme service (e.g., nake a
systemcall) to obtain network address for the destination host. Wth
the proliferation of networks and an accelerating increase in the
nunber of hosts participating in networking, the ever grow ng size,
update frequency, and the dissem nation of the central database makes
thi s approach unnanageabl e.

The hierarchical structure of the Internet nam ng convention supports
decentralization of nami ng authority and distribution of nane service
capability. It readily acconmodates growth of the nam ng universe.

It allows an arbitrary nunber of hierarchical |ayers. The addition
of a new domain adds little conplexity to an existing Internet

system

The nane service at each donmain is assunmed to be provided by one or
nore nane servers. There are two nodels for how a nane server
conpletes its work, these mght be called "iterative" and
"recursive".

For an iterative nane server there nmay be two kinds of responses.
The first kind of response is a destination address. The second
ki nd of response is the address of another name server. |If the
response is a destination address, then the query is satisfied. If
the response is the address of another nanme server, then the query
nust be repeated using that name server, and so on until a
destinati on address i s obtained.

For a recursive nane server there is only one kind of response --
a destination address. This puts an obligation on the nane server
to actually nmake the call on another nane server if it can't
answer the query itself.

It is noted that | ooping can be avoi ded since the nanmes presented for
translation can only be of finite concatenation. However, care
shoul d be taken in enpl oyi ng mechani sns such as a pointer to the next
sinple nane for resolution

We believe that sone nane servers will be recursive, but we don't
believe that all will be. This nmeans that the caller nust be
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prepared for either type of server. Further discussion and exanpl es
of name service is given in Appendix C.

The basic name service at each domain is the translation of sinple
nanes to addresses for all of its children. However, if only this
basi ¢ nane service is provided, the use of complete (or fully
qualified) names would be required. Such requirenent can be
unreasonabl e in practice. Thus, we propose the use of partial nanes
in the context in which their uniqueness is preserved. By
construction, namng uniqueness is preserved within the domain of a
conmon ancestry. Thus, a partially qualified name is constructed by
omtting fromthe conplete nane ancestors conmmon to the comunicating
parties. Wien a partially qualified name | eaves its context of

uni queness it nmust be additionally qualified.

The use of partially qualified names places a requirenent on the
Internet nane service. To satisfy this requirenent, the nanme service
at each domain nust be capable of, in addition to the basic service,
resolving sinple nanes for all of its ancestors (including itself)
and their children. |In Appendix B, the required distinction anong

si mpl e nanes for such resolution is addressed.

6. Naming Authority

Associ ated with each domain there nust be a naming authority to
assign sinple names and ensure proper distinction anbng sinple names.

Note that if the use of partially qualified nanmes is allowed in a
sub-domai n, the uni queness of sinple nanmes inside that sub-donmain is
insufficient to avoid anbiguity with nanes outside the subdomain
Appendi x B di scusses sinple name assignnent in a sub-donmain that
woul d all ow the use of partially qualified nanes w thout anbiguity.

Adm ni stratively, associated with each domain there is a single
person (or office) called the registrar. The registrar of the nam ng
uni verse specifies the top-level set of dommins and designhates a

regi strar for each of these domains. The registrar for any given
domai n mai ntai ns the nam ng authority for that domain.

7. Network-Oriented Applications

For user applications such as file transfer and term nal access, the
renote host needs to be nanmed. To be conpatible with ARPANET nam ng
convention, a host can be treated as an endpoi nt donain.

Many operating systems or programm ng | anguage run-tinme environnents
provide functions or calls (JSYSs, SVCs, UUGs, SYSs, etc.) for
standard services (e.g., tine-of-day, account-of-Iogged-in-user
convert-nunber-to-string). It is likely to be very helpful if such a
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function or call is developed for translating a host nane to an
address. Indeed, several systems on the ARPANET al ready have such
facilities for translating an ARPANET host nanme into an ARPANET
address based on internal tables.

We recommend that this provision of a standard function or call for
transl ati ng nanes to addresses be extended to accept nanes of

Internet convention. This will pronpbte a consistent interface to the
users of prograns involving internetwork activities. The standard
facility for translating Internet names to Internet addresses should
i nclude all the mechani sns avail abl e on the host, such as checking a
| ocal table or cache of recently checked nanes, or consulting a nane
server via the Internet.

8. Ml Relaying

Relaying is a feature adopted by nore and nore nail systens.

Rel ayi ng facilitates, anbng other things, interoperations between

het er ogeneous mail systenms. The term"relay" is used to describe the
situation where a nessage is routed via one or nore internedi ate

poi nts between the sender and the recipient. The mail relays are
normal |y specified explicitly as relay points in the instructions for
nessage delivery. Usually, each of the internediate relays assune
responsibility for the relayed message [3].

A point should be made on the basic difference between nai

rel aying and the uucp nam ng system The difference is that

al t hough mail relaying with absolute nam ng can al so be consi dered
as a formof source routing, the nanes of each internedi ate points
and that of the destination are universally interpretable, while
the host nanes along a source route of the uucp convention is
relative and thus only locally interpretable.

The Internet nam ng convention explicitly allows interoperations
among het erogeneous systens. This inplies that the originator of a
comuni cation may name a destination which resides in a foreign
system The probability is that the destination network address may
not be conprehensible to the transport system of the originator.

Thus, an inmplicit relaying nechanismis called for at the boundary
bet ween the donmains. The function of this inplicit relay is the sane
as the explicit rel ay.
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9.

10.

| npl enent ati on
The Actual Domains
The initial set of top-level nanes include:
ARPA
This represents the set of organizations involved in the
Internet systemthrough the authority of the U S. Defense

Advanced Research Projects Agency. This includes all the
research and devel opnent hosts on the ARPANET and hosts on

many other nets as well. But note very carefully that the
top-1evel domain "ARPA" does not map one-to-one with the
ARPANET -- donmamins are administrative, not topol ogical

Transition

In the transition fromthe ARPANET nani ng convention to the

I nternet nam ng convention, a host nane may be used as a sinple
nane for an endpoint domain. Thus, if "USC-ISIF" is an ARPANET
host nane, then "USC-| SIF. ARPA" is the nane of an Internet domain

Sunmmary

A hi erarchi cal nam ng convention based on the domai n concept has been
adopted by the Internet community. It is an absolute nam ng
convention defined along adm nistrative rather than topol ogi ca
boundari es. This nami ng convention is adaptive for interoperations
with other nam ng conventions. Thus, no standard convention needs to
be i mposed for interoperations anong heterogeneous nani ng

envi ronnent s.

This Internet nam ng convention allows distributed nane service and
nam ng authority functions at each domain. W have specified these
functions required at each domain. Also discussed are inplications
on network-oriented applications, mail systens, and adm nistrative
aspects of this convention.
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APPENDI X A
The BNF Specification

We present here a rather detailed "BNF' definition of the all owed
formfor a conputer mail "nmail box" conposed of a "local-part" and a
"domai n" (separated by an at sign). Cearly, the domain can be used
separately in other network-oriented applications.

<mai | box> ::= <local -part> "@ <donmi n>

<local -part> ::= <string> | <quoted-string>

<string> ::= <char> | <char> <string>

<quoted-string> ::= """ <qgtext> """

<gtext> ::= "\" <x> | "\" <x> <qtext> | <gq> | <g> <qtext>

<char> ::= <c>| "\" <x>

<domai n> ::= <nam ng-donmai n> | <nam ng-domai n> "." <domai n>

<nam ng-domai n> ::= <sinple-name> | <address>

<sinpl e-nanme> ::= <a> <l dh-str> <let-dig>

<l dh-str> ::= <let-dig-hyp> | <let-dig-hyp> <ldh-str>

<let-dig> ::= <a> | <d>

<let-dig-hyp> ::=<a>| <d>| "-"

<address> :: = "#" <nunber> | "[" <dotnum "]"

<nunber> ::= <d> | <d> <nunber>

<dot num® ::= <snump "." <snun® "." <snun® "." <snump

<snun® ::= one, two, or three digits representing a decimal integer
value in the range 0 through 255

<a> ::= any one of the 52 al phabetic characters A through Z in upper

case and a through z in | ower case

<c> .

any one of the 128 ASCI| characters except <s> or <SP>

<d> ::

any one of the ten digits O through 9
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<g> ::= any one of the 128 ASCI| characters except CR LF, quote ("),
or backslash (\)

<x> ::= any one of the 128 ASCI| characters (no exceptions)
<S>:::"<"1 ">"1 "("1 ")"1 "["1 "]"1 "\"1 "'"1 "1"1 ";"1 ":"1 "@1
""" and the control characters (ASCI| codes 0 through 31 inclusive
and 127)

Not e that the backslash, "\", is a quote character, which is used to

i ndicate that the next character is to be used literally (instead of
its normal interpretation). For exanple, "Joe\,Smth" could be used
to indicate a single nine character user field with conma being the
fourth character of the field.

The sinple names that nake up a domain nmay contain both upper and
| ower case letters (as well as digits and hyphen), but these nanes
are not case sensitive.

Hosts are generally known by nanes. Sonetimes a host is not known to
the transl ation function and comuni cation is blocked. To bypass
this barrier two forms of addresses are also allowed for host

"nanmes". One formis a decimal integer prefixed by a pound sign, "#".
Anot her form called "dotted decimal", is four small decimal integers
separated by dots and encl osed by brackets, e.g., "[123.255.37.2]",
whi ch indicates a 32-bit ARPA Internet Address in four 8-bit fields.
(O course, these nuneric address fornms are specific to the Internet,
other fornms may have to be provided if this problemarises in other
transport systens.)
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APPENDI X B
An Aside on the Assignment of Sinple Nanes

In the follow ng exanple, there are two nam ng hi erarchies joining at
the nam ng universe 'U. One consists of domains (S, R N, J, P, Q
B, A); and the other (L, E, F, G H D, C, K B, A. Domain Bis
assuned to have multiple parentage as shown.

Fi gure 3
[Ilustration of Requirements for the Distinction of Sinple Nanes

Suppose soneone at Atries to initiate conmunication with destination
H  The fully qualified destination namre woul d be

HGFELU

Oritting common ancestors, the partially qualified name for the
destination would be

HGF

To permt the case of partially qualified names, name server at A
needs to resolve the sinple nane F, i.e., F needs to be distinct from
all the other sinple nanmes in its database.

To enabl e the nane server of a domain to resolve sinple nanes, a
sinple nane for a child needs to be assigned distinct fromthose of
all of its ancestors and their imediate children. However, such
di stinction would not be sufficient to allow sinple nane resol ution
at | ower-1evel dommins because | ower-1|evel domains could have
nmul ti pl e parentage below the | evel of this domain.

In the exampl e above, |let us assune that a nane is to be assigned
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to a new domain X by D. To allow nanme server at Dto resolve

si mpl e nanes, the name for X nmust be distinct fromL, E, D C, F,
and J. However, allowing Ato resolve sinple nanmes, X needs to be
also distinct fromA B, K as well as fromQ P, N, and R

The foll owi ng observations can be nade.

Si npl e nanes along parallel trails (distinct trails |eading from
one domain to the nami ng universe) nust be distinct, e.g., N nust
be distinct fromE for B or Ato properly resolve sinple nanes.

No uni versal uniqueness of sinple nanes is called for, e.g., the
sinmple nane S does not have to be distinct fromthat of E F, G
H D C K Q B or A

The |l ower the | evel at which a domain occurs, the nbre inmune it
is to the requirement of nami ng uni queness.

To satisfy the required distinction of sinple nanes for proper
resolution at all levels, a naming authority needs to ensure the
sinmple nane to be assigned distinct fromthose in the nane server

dat abases at the endpoint nam ng domains within its domain. As an
exanple, for Dto assign a sinple name for X, it would need to
consult databases at A and K It is, however, acceptable to have

si mpl e nanes under domain A identical with those under K Failure of
such distinct assignment of sinple names by naming authority of one
domai n woul d j eopardi ze the capability of sinple nane resolution for
entities within the subtree under that domain
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APPENDI X C
Furt her Discussion of Nane Service and Nane Servers

The nane service on a system shoul d appear to the programrer of an
application programsinply as a systemcall or library subroutine.
Wthin that call or subroutine there may be several types of methods
for resolving the name string into an address.

First, a local table nmay be consulted. This table may be a

conpl ete table and may be updated frequently, or it may sinply be
a cache of the few latest nane to address mappi ngs recently

det er m ned.

Second, a call may be made to a name server to resolve the string
into a destination address.

Third, a call nay be made to a name server to resolve the string
into a relay address.

VWhenever a nane server is called it may be a recursive server or an
interactive server.

If the server is recursive, the caller won't be able to tell if
the server itself had the information to resolve the query or
cal l ed anot her server recursively (except perhaps for the time it
t akes) .

If the server is iterative, the caller nust be prepared for either
the answer to its query, or a response indicating that it should
call on a different server.

It should be noted that the main name service discussed in this menop
is sinply a nane string to address service. For sonme applications
there may be ot her services needed.

For exanple, even within the Internet there are several procedures
or protocols for actually transferring mail. One need is to
determ ne which mail procedures a destination host can use.

Anot her need is to deternine the name of a relay host if the
source and destination hosts do not have a common mail procedure.
These nore specialized services nust be specific to each
application since the answers may be application dependent, but
the basic nanme to address translation is application independent.
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APPENDI X D
Further Discussion of Interoperability and Protocol Translations

The translation of protocols fromone systemto another is often
quite difficult. Following are some questions that stemfrom
consi dering the translati ons of addresses between mail systens:

VWhat is the inpact of different addressing environnents (i.e.
environnents of different address formats)?

It is noted that the boundary of nam ng environnent may or may nhot
coi ncide with the boundary of different mail systens. Should the
conversion of nam ng be independent of the application systenf

The boundary between different addressing environnments may or may
not coincide with that of different nam ng environnents or
application systens. Some generic approach appears to be
necessary.

If the conversion of naming is to be independent of the
application system sone formof interaction appears necessary
between the interface nodul e of nam ng conversion with sone
application | evel functions, such as the parsing and nodification
of message text.

To accommodat e encryption, conversion may not be desirable at all
What then can be an alternative to conversion?
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GLCSSARY
addr ess

An address is a nunerical identifier for the topol ogical |ocation
of the nanmed entity.

nanme
A nane is an al phanuneric identifier associated with the naned
entity. For unique identification, a name needs to be unique in
the context in which the nanme is used. A nanme can be mapped to an
addr ess.

conplete (fully qualified) name
A conplete nane is a concatenation of sinple nanes representing
the hierarchical relation of the named with respect to the nam ng
universe, that is it is the concatenation of the sinple nanmes of
the domain structure tree nodes starting with its own name and
ending with the top | evel node nane. It is a unique name in the
nam ng uni verse

partially qualified nanme
A partially qualified nane is an abbreviation of the conpl ete name
omtting sinple names of the comon ancestors of the comunicating
parties.

si npl e nane

A sinmple nane is an al phanuneric identifier unique only withinits
par ent domai n.

domai n

A domai n defines a region of jurisdiction for name assignment and
of responsibility for name-to-address translation.

nam ng uni verse
Nam ng universe is the ancestor of all network entities.
nam ng envi r onment

A networ ki ng envi ronnment enpl oying a specific nam ng convention
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name service
Nane service is a network service for name-to-address mappi ng.
name server

A name server is a network mechanism (e.g., a process) realizing
the function of name service.

nam ng authority
Nam ng authority is an administrative entity having the authority
for assigning sinple names and responsibility for resolving nam ng
conflict.

paral l el relations
A network entity may have one or nore hierarchical relations with
respect to the naming universe. Such multiple relations are
parallel relations to each other

nul tipl e parentage

A network entity has nultiple parentage when it is assigned a
simpl e nane by nore than one naming domain
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